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Abstract:
 The aim of this project is to develop a method for combining distributed game simulations of differing types. Examined are the issues involved in defining the communications and interactions between games. A functional protocol is defined, capable of allowing communication between simple games. This protocol is examined with respect to what is needed to extend it to being capable of linking current games together into a fully functional virtual world simulation. The issues that create problems for the system are discussed, and possible solutions proposed. Also detailed is the implementation of this protocol on Windows 98/NT systems, over an IP-based network. The results show that although the development of a complex system such as this is fraught with problems, the goal of combining different game simulations is definitely achievable.
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Introduction

1.1 Background

Over the past two decades, the increasing feasibility of realistic computer simulations has prompted the military to invest large amounts in developing military battle simulators. These simulators provide immersive simulation of battlefield conditions, at a fraction of the cost of a real exercise.

A battle will typically involve many participants on both sides of the field. The bulky nature of the equipment used to run the simulation means that to run a simulation with all participants at the same site would require an unfeasibly large facility. Since many countries have military simulation facilities, it makes sense to find a way to allow simulations distributed across these facilities, using wide-area networks to facilitate communication between sites.

The military have developed protocols to allow this kind of distributed simulation, and have been in use for many years. Simulation exercises involving sites in the USA, Germany and Japan have demonstrated the power of these systems many times [1]

The interesting point to note about these systems is that the interacting simulators need not, indeed will not, be of the same type, or even be simulating the same entities. Tank simulators can communicate with helicopter simulators, and with submarine simulators, etc. The protocols in use are general enough to describe all of these entities in the same manner.

More recently, the advent of the Internet has spawned great interest amongst the gaming community, and the possibilities of on-line gaming finally realised. The challenge of defeating a predictable and flawed AI opponent hardly compares to the satisfaction of defeating a human opponent. 

Until recently, on-line gaming has been limited to the traditional model of game-play, where the duration of the game is limited, and opponents chosen beforehand. Usually the amount of opponents is severely limited.

More recently, the concept of persistent virtual worlds has come to the fore. Games such as Everquest and Ultima Online provide the player with access to a virtual world which exists outside of their interaction – whether anyone is playing or not, the world continues to be. The interaction with the world is limited, in that to interact with the world the player must use only the appropriate game client. All interaction is prescribed by the game, and as such is limited. 

However, the attraction of games like these tends to be linked to how much freedom the game gives the player in deciding what to do – the more options, the better the experience.

In theory, the most interesting on-line game, would allow players to play in any form they choose. They could choose to fly a helicopter, drive a tank, or walk around. Each form of play would be achieved through using a game client designed specifically for that form. Yet, all of these players would be interacting with each other, in the virtual world. The player would have almost unlimited freedom of choice as to their mode of interaction, and the choice of software to use.

The concept of linking different types of simulation has already been proved by the military simulations; applying the same principles to game design could provide the capability to implement an on-line game like the above. Indeed, a large number of the currently available games are in themselves military simulations (jet combat simulations, tank simulations, military strategy games).

However, the military simulations gain advantage by making certain assumptions about the world which they simulate. For a game simulation protocol to be useful, it must be general enough to describe the large variety of possible worlds in which games might operate.

If one looks at the majority of games available today, they share many common design factors. Discounting games that do not scale well to on-line gaming, such as puzzle games and twitch-games (for example fighting games like Street Fighter), the majority all operate on the same model.

That is, the world is described in terms of 3D objects, which move around the virtual space according to some set rules of physics and the input from the player. The complexity of the physics rules varies from game to game. For example, a modern flight simulator’s model of airflow and aeroplane dynamics will be much more detailed than a first-person soldier game.

The way the world looks is generated in terms of the polygons which make up each object. These polygons may have textures and colours to make them appear more realistic. With the advent of 3D rendering systems like DirectX and OpenGL, these graphical details are increasingly stored/represented in similar forms that allow for simple communication.

Sounds are stored as some kind of waveform, and are usually considered to be generated at some particular location in the virtual world – to allow for scaling the volume depending on distance from the source.

1.2 Aims

The aim of this project is to codify what is necessary to allow game simulations of varying types to share data about a common virtual space. In addition, this project should define methods for representing interactions between entities in the virtual world. Finally, any solutions proposed will be examined with respect to practicality in the context of on-line (Internet) gaming.

1.3 Goals

1. To define a protocol that would form the basis for communicating simulation data and representing interactions between simulation entities, while still satisfying usability and scalability factors.

2. To develop and build sample games capable of demonstrating the operation of this protocol.

3. To evaluate what other elements would be necessary to implement an actual on-line gaming system, if such a practical system is possible.

1.4 Results

The result of this project is a protocol capable of allowing simple games to communicate simulation data. The sample simulation system built on this protocol demonstrates that shared world simulation is possible. However, further analysis of the issues surrounding this project reveal many possible problems, which must be addressed in further development. As is discussed in later chapters, the goal of defining a truly generic protocol capable of describing all types of game simulations is an implausible one. Nevertheless, the system produced here may be extended in many ways to meet the needs of a complex multi-game system. The technological limitations on such systems are increasing constantly, reducing the obstacles of latency and throughput, which restrict the complexity possible.

Research

1.5 Military simulations

During the eighties, the US army developed the SIMNET protocol [2]. SIMNET was designed to facilitate large training exercises, by linking tank simulators together. The simulators used were all of the same type, and connected together directly – all the simulators were located at the same site. There are some ten SIMNET sites operating in Europe and the USA.

Following from the success of SIMNET, the Distributed Interactive Simulation (DIS) program aimed to further the interoperability of simulation exercises, by allowing simulators of different types to operate together. The ‘Distributed’ part of the program refers to the concept that simulations participating in an exercise need not reside at the same location. This problem must be bridged by some use of networking and communication technology [3].

These protocols share aspects of operation:

1. The lowest level of detail in the simulation refers to entities. An entity can be thought of as an object capable of moving and acting independently from any other parts of the simulation. E.g. a tank, or a plane would be an entity, a platoon of tanks would be considered to be multiple entities.

2. Simulated entities are controlled by only one simulation at a time. Simulations receive state information about entities which they do not own, and use this information to incorporate the entity into their simulation model. Simulations broadcast information about entities they control to all other simulations participating. Simulations not interested in an entity (because it is perhaps out of visual range), may discard the information.

3. There exist certain external factors which must be agreed on prior to beginning a simulation exercise. E.g. the terrain on which the exercise takes place is pre-communicated – there are several well-established terrain sets in use.

We will focus on DIS [4] from here on, as it is developed around the same parameters as the system we would like – real-time, capable of linking varied simulation types, and capable of linking widely distributed simulations.

Given wide distribution of nodes participating in an exercise, some methods must be put in place to aid synchronisation of system clocks. In a large network, end-to-end transmission latencies may exceed 500 milliseconds. This means that state information may be out of date by the time it reaches its destination. Studies have shown that, given the interactive nature of these simulations, any latencies of greater than 100 ms will be noticeable to the end users.

In large and complex simulations, the naïve method of communicating state information – every entity broadcasting its state at regular intervals – will quickly exhaust the available bandwidth. Any queuing/buffering of these messages will increase the apparent latency to the users.

To alleviate both of these problems, DIS uses a form of motion prediction known as dead reckoning [5].

1.5.1 Dead Reckoning

Simply put, dead reckoning involves getting all parties involved in a simulation to agree on a set of algorithms to be used to extrapolate the behaviour of entities over time. Along with the entity’s current state (position/orientation/etc.), parameters such as velocity and acceleration are recorded. These parameters, along with an identifier that denotes which algorithm should be applied, can be used to predict the motion of the entity in the absence of up to date state information.

This means that simulations can smoothly interpolate the movement of the entity between updates. If the entity continues to move along the predicted path, no further updates need be sent as all simulations have an accurate record of where the entity is.

However, any deviation from the predicted path will result in inaccuracies. To compensate, the owning simulation compares the true state of the entity with the state which the other simulations are aware of – calculated by remembering the last entity state transmitted and applying the dead reckoning algorithm. If the two states differ by more than a predefined threshold, the true state information is broadcast. 
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Figure 1: Example of dead reckoning in action

NB: This figure is taken directly from [5]

The nine standard algorithms defined range from no interpolation at all, to basic equations of motion from physics, to more complex algorithms taking account of rotation.

Linear velocity: Position(t1) = Position(t0)+velocity * (t1-t0)

Linear acceleration: Position(t1) = Position(t0)+velocity * (t1-t0) + ½ * acceleration * (t1-t0)2
Figure 2: Equations of motion

This drastically reduces the number of updates issued. This approach means that network bandwidth is conserved and distant simulations interpolate between updates smoothly. Of course, for entities which do not move predictably, updates will have to be issued as often as with the naïve approach. However, research shows that dead reckoning provides substantial reductions in traffic, with a minimal loss of accuracy.

1.5.2 Communication

Communication between simulations in a DIS exercise consists of the broadcasting of many data messages – termed Protocol Data Units (PDUs). PDUs fall into one of four categories:

1. Entity information: This includes all the information required to display an entity – its type, physical appearance, kinematics parameters (location, motion, etc.), and other information (damage level, etc.). The Entity State PDU is the only PDU in this category.

2. Entity Interaction: This covers state information needing to be shared between simulations to model interactions between entities. Possible interactions include weapons fire, collisions and logistics support (refuelling, etc.).

3. Simulation Management: This covers PDUs which communicate information about the simulations themselves, not the entities.

4. Environment information: Although the terrain and environment are pre-defined for each exercise, simulations must have access to information which defines any changes to the terrain during the course of the simulation. E.g. building of a bridge, destruction of buildings etc.

PDUs are transmitted on a broadcast basis to all simulations in the network. The majority of PDUs are to be transmitted using a ‘best effort’ multicast facility, that is the simulation will tolerate loss of the packet. The only exception to this is the Collision PDU, which must be transmitted reliably. This is because collisions always involve two entities. It is possible (due to inaccuracies introduced by the dead reckoning system) that one entity detects a collision and the colliding entity does not. This would result in severe discrepancies between the two views of the simulation world. By guaranteeing receipt of the Collision PDU, DIS guarantees that the collision is modelled correctly by both entities.

It is important to note that, when describing an entity’s state, the actual data used to render that entity comes from a pre-defined set of entity types. Example types might be M1 Tank (US design) or SU27 Combat Jet. Thus, the entity type can be adequately identified with a short enumeration field, since the entities are known in advance. Each simulation would have a local copy of a table of appearance data indexed by enumeration value.

DIS does not specify the underlying network system to be used, however it does specify requirements of the communications architecture.

1. Packet based: The architecture should support transfer of data to one/all other simulation applications in a single operation. The unit of data transferred in this operation is termed a packet.

2. ‘Best effort’ service: The architecture must support best effort delivery. Simulations may tolerate occasional failures to deliver packets, but this should occur only rarely.

3. Packet integrity: The architecture must be able to detect transmission errors which would result in a corrupt packet being delivered to the simulation application. Corrupt packets should be discarded.

4. Performance: The network should be able to provide certain performance levels. Network delay and delay variance must be minimised. 

In practice, networking in DIS applications is most commonly implemented on dedicated Ethernet segments. By the early 90’s, DARPA had funded building of a US-wide simulation network based on a high-capacity Ethernet backbone. Bandwidth is requested in advance to provide guarantees on throughput and network latency. Simulations that are more globally distributed have similar dedicated links between networks [6].

In theory, DIS exercises could operate over the Internet, but the high latencies, variable delays and high rates of packet loss would result in unusable simulations [7].

1.6 Game simulations

Game development over the last fifteen years has focussed on several major genres. There are of course games which do not neatly fit into a genre, but even they can be examined in terms of the elements they take from each genre. The more important genres include: vehicle simulations, strategy simulations, first-person shooters, beat-‘em-ups and puzzle games.

Of these, only the first three are of interest to us in the context of online world simulation; Beat-‘em-ups are by nature one-on-one contests, with fast action being essential to game-play – such fast response is implausible over a distributed network; and puzzle games, which tend to exist in an abstract world that does not lend itself to on-line simulation.

Vehicle simulations cover a wide range of games – although combat plane and tank simulations are most common, this genre also extends to space-based simulation games like Elite, and driving games such as Formula One Grand Prix. Loosely defined, a vehicle simulation is one in which the player has control of a vehicle and pilots it around a virtual world. Different games use different goals for the player to define success or failure, but the core game is based around a 3D simulation engine. In addition, the physics models used to define the simulation may vary wildly, but tend to be complex to achieve greater realism. Games based on military simulations are very common. Recently, Falcon 4.0 has been developed to conform to the DIS military standard. Running concurrently with the flight simulation is a military battlefield simulation. This is the cutting edge of game simulation technology.

Strategy simulations are generally based around a much simpler simulation model, with the focus instead on interaction between different units available. A genre paradigm is Command & Conquer – a military simulation involving many different ground units moving around a 2D landscape, where the player gives orders to each unit and simple computer AI is used to actually move the units to their destination. Recent games in this genre use true 3D environments, however the focus remains on unit control and interaction.

First-Person Shooter (FPS) games are closer in design to vehicle simulations than strategy games. These games put the player in control of a human(oid) avatar. FPS games are generally designed around graphically complex environments, as the player gets up close and personal with their surroundings. Physics models in use vary in complexity, but tend to be restricted to gravity effects and projectile movements. The paradigm of this genre is Quake – a true 3D FPS which has found massive popularity in on-line gaming.

The core of all these games is a simulation engine, which takes information about the state of the entities in the virtual world and displays it to the player. The player is capable of modifying certain attributes of the game’s entities, and the computer may modify other entities according to some AI system. This display/feedback loop generally takes place in real-time, discounting those few strategy games that are turn based.

1.6.1 Comparison with military simulations

The most important comparison between current (and historic) games and military simulations concerns the assumptions they make. Military simulations assume many variables - the sky is always blue, gravity is always 9.8 metres a second, and when a simulation talks about an M1 tank it is immediately known what it looks like. Similarly, most games (especially on-line games such as Quake) make assumptions about their environment and the entities which may make up the game simulation. This has benefits in terms of network bandwidth, and game performance. The more similar games are, the less they have to communicate. Two game clients using the same game engine need not communicate anything other than attributes which they change as all other information is implied.

Even games not designed for multi-player gaming make assumptions about the game model for the sake of performance. For example, computer controlled entities need only be modelled while near the player, as they cannot see entities outside a certain range. Also of interest are the methods for collision detection used; Methods vary widely, and are often reliant on assumptions about the simulation engine.

There are many ‘cheats’ applied to squeeze extra performance from a game, and these are often assumptions which would not hold up were the game to be interacting with different games. This means that to be able to interact with other games, these cheats would have to be removed from the game design.

1.6.2 Terrain

The most important factor which is normally assumed in game design is that the terrain/environment in which the game takes place is common to all participants. However, different games have widely different environments, ranging from earthly terrain, to space-based environments spanning whole galaxies. Deciding which terrain is in use, and which participant is responsible for generating it is a major factor in online game-play.

On closer examination, one can realise the common factor between all games and indeed military simulations is their intent to simulate a realistic virtual world. The terrain the tank simulator operates on is assumed to be the surface of a planet. The space flight game’s terrain also has planets – they merely have very little surface detail. For the two terrains to co-exist, it is possible to imagine the tank terrain existing on one of the planets in the space game’s environment. The environment can thus be built up into an incredibly complex virtual world. Each individual environment may be integrated into the larger virtual world somewhere. 

Depending on the games used, this approach may encourage interaction. For example, a tank simulator and a flight simulator both require a land terrain to operate over. The tank simulator may implement a more detailed terrain than the flight simulator, so the flight simulator will use the tank’s terrain instead. Both simulations then operate in the same area of the virtual world. Terrain generation and sharing is dealt with in more detail in later sections.

1.6.3 Network model

Those games capable of multiplayer gaming have already discovered the major issues in designing for wide-area networks. Naïve attempts to extend the simpler local-area network model to the Internet have to deal with two major problems – large and variable delays, and error-prone connections. The latter is mainly caused by the fact that in multiplayer gaming, the last leg of the journey to a game client is usually an analogue modem, operating over noisy, poor quality phone lines. Retransmission of corrupted packets occupies a non-trivial percentage of a low bandwidth connection (typically less than 4KB/sec). The former problem stems from the nature of the Internet itself.

One methods used for avoiding the problem of variable latency involves use of a central host. In a multi-player game, it is common practice to designate one participating machine as the host. This machine is responsible for letting other players join, and for maintaining the game world. Obviously, the network traffic to and from this machine will be much greater than other machines involved. If all participants in the game are connected through modem links, then the host will have to accommodate this extra load over its connection. End to end latency between participants is closely linked to the way in which they are connected. E.g. A chain of machines will have end-to-end latency equal to the time taken to transmit a message from host to host all the way along the chain.

With a star topology, the maximum latency is equal to the time from a machine to the central node and back out to the other machines. By insisting that the central node is the host, and making sure it is a fast machine with dedicated connections to the rest of the Internet, the maximum latency can be calculated easily. For an adequate gaming experience, average latency from all clients to the central host should be less than 300ms. By choosing a host local to all game clients, latency is minimised. Hence, the rise of commercial gaming services – companies which provide fast servers running game software. Many ISPs provide this service – locating the game servers close to the hubs of their network, giving customers of that ISP extremely fast connections to the server.

Design

From the factors described in the previous chapter, several points can be inferred:

1. Any protocol designed to facilitate interaction between games must be based on the elements common to all games. Any description of entities must be general enough to cater for the widest range of possibilities, while still recording enough information to accurately represent entities. The ultimate purpose of such a protocol is to provide a language through which any game may share its own world and entities with other games.

2. There must be a simple mapping between internal representations of game worlds, and the external representation presented to other simulations. Complex translations would incur extra overhead, which would affect responsiveness of the simulation. More simply, the protocol format should mirror closely the internal structure of the games using it.

3. Once the simulations can share their entities to construct a larger simulation world, they must be prepared to deal with interactions between local (owned by the simulation) and external (owned by another simulation) entities. Given the wide range of possible entities, and the fact that entity capabilities are often specific to each game, this means interactions must be simplified. A small set of core interactions should be defined. From a combination of these core interactions, more complex sequences can be constructed to simulate advanced interactions.

4. There must exist some method for defining the common environment which the simulations operate in. Also, some particular node in the simulation network must be responsible for maintaining and generating this environment. Some methods must also be provided to arbitrate between game clients to control where in the virtual world they operate. E.g. where in the game world does the tank simulation create its tanks before beginning the simulation? What if the location it picks is in the middle of a Quake arena?

5. The protocol should be based around the structure of the networks/participants with which it shall be operating. Providing access to a game simulation should be no more complex than identifying a host address through which a client may gain access.

6. The protocol should be as tolerant as possible of latency between units in the system.

7. There must be methods for synchronising the common view of time in the simulation; and for coping with the inevitable inaccuracies which may arise, in terms of their effect on the consistency of the simulation.

1.7 Design decisions

With these points in mind, certain decisions are necessary before defining the protocol.

1.7.1 Timekeeping

There are many methods for synchronising distributed systems in use today. However, most are unsuitable for this application. Logical clocks such as scalar or vector clocks can only put a partial order on events; and events can only be defined as happening before, after or at the same time – there is no objective measure of how long before or after. Physical synchronisation to an external source, such a Universal Coordinated Time clock is expensive, and unlikely to be available to all units in the system.

Since completely accurate synchronisation systems are unfeasible, we settle for a best effort synchronisation system, where units compare their clocks and attempt to minimise differences between them – while taking account of connection latency. One unit in the system is chosen as the definitive clock for the other units to synchronise to. Inaccuracies would have to be kept less than 50ms to ensure predictable operation.

1.7.2 Collisions

Inaccurate timing between units may cause inconsistencies during collision events in the simulation. Because two separate units may own the colliding entities, one may detect a collision where there is none (or vice versa). Since events such as these are time critical, the issue of deciding whether or not a collision has occurred must be resolved simply and quickly. Prolonged dialogues between simulation units to establish which unit was inaccurate may run into several hundred milliseconds. The simulation units meanwhile must proceed with the simulation. If the collision results in destruction of the unit the player controls – as often happens – a player may find himself dying and then a fraction of a second later being reinstated as if nothing had happened. The prospect of ‘rolling back’ events in a simulation is extremely undesirable under any circumstances. This problem may also be caused by temporarily high latency between units.

As a workaround to a problem with no clear or simple solution, this protocol takes the safest approach possible. If one simulation detects a collision to have occurred, then that collision did occur, whether or not the colliding entity’s simulation concurs. When informed of a collision involving a local entity, a simulation must model its effects regardless. This may result in a jerky move of an entity from a course unaffected by any collisions to a completely different course.

It is hoped that by minimising timing differences and latency between units, the effects of this assumption will be acceptable.

1.7.3 Physics models/Ownership of entities

Given the wide range of possible simulations involved in the system, there will inevitably be inconsistencies in how similar entities act in different simulations. For example, a plane may be simulated by modelling air and flow dynamics, but a tank needs to know nothing about these complex systems. However, for this protocol we assume inconsistencies will be minimal, due to the fact that all participating simulations wish to model approximately real-world physics.

We stipulate that each entity is owned by strictly one simulation application, and that all the actions of that entity are defined by that application. This means that an entity will only act according to the physics of its local simulation. It also means that a simulation cannot affect another’s entities through anything other than the prescribed interactions; similarly, a simulation need only implement reactions to these interactions to participate in the system.

Protocol

Now we have made the appropriate decisions about what is required from a protocol for shared-world simulation, we attempt to define such a protocol. This chapter details the operation and design of the protocol implemented in this project. Where assumptions have been made about the design, we have attempted to give reasons to justify the decisions. 

1.8 Basic assumptions

To design this protocol we must first decide what form the various parameter terms should take. These are mostly based on arbitrary decisions on scales and units used – metres for distance, milliseconds for time, etc. – and are not important decisions. However, for a protocol the units and measurements used must be agreed and standardised to eliminate confusion.

1.8.1 Physics terms

· Spatial coordinates: are represented by a right-handed Cartesian coordinate system. Locations relative to the origin are represented by triples denoting distance (in metres) along each principle axis.

· Velocity: is represented by a triple denoting change in location over time along each principle axis (measured in metres per second).

· Acceleration: is represented by a triple denoting change in velocity over time along each principle axis (measured in metres per second per second).

· Orientation: is represented by a triple denoting a set of successive rotations about the three principal axes. The order of rotation is first about the z-axis by angle psi, then about the new y by angle theta, then about the new x by angle phi. 
These angles specify the successive rotations need to transform from the world coordinate system to the entity coordinate system. The positive direction of rotation about an axis is defined by the right-hand rule.

· Rotation: is represented by a triple denoting change in orientation over time (measured in degrees per second).
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Figure 3: Co-ordinate systems and rotation


1.8.2 Time model

Simulation time is measured in units of 1 millisecond. Distributed nodes participating in the simulation are assumed to have a clock device capable of at least this level of accuracy. Discrepancies between clocks on different nodes must be minimised through use of an appropriate clock synchronisation protocol (such as NTP). Thus the protocol assumes that an event occurring at one node at time t (by the local clock) can be assumed to have occurred at the same time as an event on another node, also at time t (by the local clock). This is a ‘best effort’ approach, as the consequences of drift of a few milliseconds either way are generally trivial. The cases where this is not so are handled later in the section dealing with Collisions. 

1.8.3 System topologies (client/server model)

To allow for scaling to real-world gaming systems, our model uses a three-tier client/server model to structure communication between simulation nodes. We anticipate the clients – the lowest tier – are using a slow modem link to connect to the upper tiers, as clients located on networks directly linked to the Internet are much less common. This puts a premium on efficient use of bandwidth over the client/server link.

The server level of the model is split into two levels. The lower tier, to which the clients connect to, is made up of multiple server units. Each server unit is responsible for clients running a particular game. There may be multiple server units serving the same game type, but at least one server is required for each type of client. These units may be modified versions of the game servers currently available (E.g. Quake server).

At the topmost tier is one process, responsible for sharing simulation data between the different game servers to allow interaction between game types. It is also responsible for keeping the time used to synchronise all other nodes in the simulation. 
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Figure 4: System architecture and topology

For the purposes of this protocol, it can be assumed that objects and events generated by a particular game client propagate through the entire system and reach every other game client connected to the system. However, the reason for introducing the middle tier and insisting that each server serve only one type of game client allows game servers to filter out messages irrelevant to a client – saving bandwidth over the slow modem connection. A more generic server system would not be able to provide this filtering without also specifying a protocol to allow game clients to define the entities/messages they are interested in. 

To allow for clients joining after the simulation has begun, each game server is required to record the state of the entire simulation. Since a client may in theory begin operating in any part of the game world, it may require information about entities which no other client requires, and if the game server has already discarded this information it has no way of re-acquiring it. 

1.8.4 Dead reckoning system

Since this protocol assumes one co-ordinate system, the set of dead-reckoning algorithms in use by DIS can be reduced to a combination of the following three algorithms:

Linear velocity:


Position(t1) = Position(t0)+velocity * (t1-t0)

Linear acceleration:


Position(t1) = Position(t0)+ velocity*(t1-t0)+ ½*acceleration*(t1-t0)2
Angular Rotation:


Orientation(t1)= Orientation(t0)+ rotation *(t1-t0)

Possible combinations of these algorithms are as follows: No algorithm, Linear Velocity, Linear Acceleration, Angular Rotation, Angular Rotation + Linear Velocity, Angular Rotation + Linear Acceleration.

Otherwise, the dead-reckoning system used in this protocol is the same as the one described in the discussion on DIS.

1.8.5 Game space allocation

We define the concept of game spaces to allow some arbitration over which games operate in which part of the simulation world. Problems will undoubtedly arise if all games choose to create entities close to the origin – especially if an entity is created in the same location as a currently existing entity. Each game requests a game space of a certain size from the central server, in which it will perform creation of objects and so on. Other clients should be discouraged from allowing their entities to enter these areas. As an illustration of how this system could be used effectively, consider a tank simulation where tanks are only created inside garages, where the garages are only opened once a tank has been created. Thus, the tank entity may be created without fear of conflicts with existing tanks.

1.8.6 Interactions

The issue of specifying which interactions are possible between simulation entities is a very important one in terms of how useful the protocol is. The problems involved are discussed in the later chapter on conceptual problems. However, for this protocol we decided the following are the minimum set of interactions necessary to define a reasonably functional simulation system:

· Collisions: The basis of interactions in a physical environment, an entity in motion may collide with another entity. Some account must be taken of momentum and nature of the collision to determine the entity’s reaction. A collision may cause an entity to be destroyed, or to merely ‘bounce’ off in another direction. By the nature of the simulation, two entities should not be allowed to co-exist in the same location, so any collision detection/reaction must take account of the boundaries of an entity. Included in the description of an entity is a set of ‘bounding spheres’. These allow a simple check for collisions – if any point of an entity lies within one of these spheres, a collision is deemed to have occurred. More complex checking of the polygons which make up the object are possible, for greater accuracy of collisions at the expense of computation speed. It should be noted that if a simulation using less accurate collision detection signals a collision, the colliding entity must act as if that collision had occurred even if it detected a collision had not occurred. This, although possibly inaccurate, bypasses the issues of deciding whether or not a collision took place and the problems of inaccurate clock synchronisation.

· Explosions: Termed Detonations in DIS, explosions are events which occur at specific locations. An explosion may be modelled as if a collision had occurred with an entity with a certain momentum vector. The momentum vector would be calculated depending on direction and distance from the explosion source.

· Heat: An entity may generate heat, and in doing so affect the entities around it. If an entity is affected by heat, the amount of heat arriving at that entity may be calculated as the sum of the heat generated by any surrounding entities. The heat arriving at that point is inversely proportional to the distance from the heat-generating entity.

For example, results small-arms fire would be modelled by simple collisions with the bullets and the target. Impact from a missile however, would most likely be modelled by an initial collision, followed by an explosion and a short-lived heat-generating entity.

1.9 System Units

· Main Server Unit (MSU) 

· Simulation Server Units (SSUs)

· Terrain Generation Unit (TGU)

· Game clients

1.9.1 Main Server Unit

The MSU is the unit that allows communication between simulation servers. There will only be one MSU for a simulation system. It has responsibilities as follows:

1.9.1.1 Timekeeping

The MSU must keep an accurate record of the simulation time. It is assumed the MSU will have a real-time clock, which can report the time with a reasonable degree of accuracy (less than 10-3 of a second). It is responsible for sending Time Synchronisation PDUs to the Game clients via the simulation server. Only one synchronisation message needs to be passed to each simulation server, which must then duplicate it and distribute it to individual clients. Since communications links are assumed to have some latency property, the MSU must take this into account when synchronising, and attempt to compensate. Re-synchronisation must occur on a regular basis, with the time interval set high enough to minimise extra bandwidth usage, but low enough to ensure accurate timekeeping.

1.9.1.2 Routing of PDUs

When a PDU is received from a game server for broadcasting, this PDU is copied and retransmitted to all simulation servers, except the server from which the PDU was received. If a PDU is received for unicasting, the PDU is examined to extract the destination simulation server’s address and the PDU is passed to that server.
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Figure 5: Routing modes

1.9.1.3 Server administration/Start-up procedure

Simulation servers may only join the system during the initialisation phase. During the initialisation phase, the MSU will accept Join Request PDUs from servers (including a TGU). Once all the servers have been acknowledged, and a valid TGU has joined the system, the administrator of the system may complete the initialisation phase. 

At this point, the MSU sends an Initialisation Complete PDU to the TGU, which will begin sending Creation PDUs to generate the terrain. On completion the TGU will send an Initialisation Complete PDU back to the MSU. The MSU broadcasts Initialisation Completes to all servers, and moves into its normal operating mode. However, the SSUs must not start until receiving the Terrain Initialisation Complete PDU, however, they must be prepared to receive Creation PDUs.

The MSU must poll all servers to check their status. If the server does not reply within a set time, the system is halted. This is because although loss of clients may be expected, loss of a simulation server is not a trivial event.
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Figure 6: MSU Initialisation

1.9.2 Simulation Server Unit 

The SSU operates the middle tier of the system. All simulations of one type must be connected to a SSU of the same type. The SSU has responsibilities as follows:

1.9.2.1 Timekeeping

The SSU is responsible for keeping its clients synchronised with the MSU. Since communications links are assumed to have some latency property, the SSU must take this into account when synchronising. The SSU must calculate approximate latency between client and server and correct the synchronised time to take account of this. A best effort approach is satisfactory; however, a bad approach to this will decrease simulation accuracy.

1.9.2.2 Holding of simulation data

Each SSU is responsible for holding an accurate copy of the simulation world. All Creation/Destruction/Update PDUs that arrive at the SSU are applied to this world. This facilitates clients joining and leaving at will, as a client joining can use this copy to initialise their local world.

1.9.2.3 Administration of Game clients

The SSU must listen on a predefined port for Join Request PDUs from clients. Clients request to join can be granted or refused (if there are too many clients already attached, or if the SSU is still initialising). If granted, the SSU must pass Creation, Update and Destruction PDUs to the client to create an accurate copy of the game world. In addition, the SSU must pass the client the correct time in the acknowledgement message. Once the client has an accurate copy of the simulation, an Initialisation Complete PDU is sent. 

The SSU holds information about which clients are attached, and must poll a client that has been inactive for a set period. Failure to respond to polling is assumed to mean failure of the client, it is removed from the system, and any entities belonging to it are destroyed. Other clients are informed of the destruction of these entities by normal Destruction PDUs.

1.9.2.4 Routing/Processing of PDUS

If the SSU receives a PDU containing updates to the world state, it must use it to update its own copy of the world. In addition, the PDU must be broadcast to all other units – including the MSU.

NB: The SSU may implement filtering of updates – if the client does not need to be aware of an entity, the SSU may choose not to inform that client of that entity. This filtering would be based on information the SSU would get from individual clients. This decision is left to the implementation of the SSU, and is not a part of this protocol.

1.9.2.5 Initialisation process

On start-up, the SSU should send a Join Request PDU to the MSU (the address of which should be known beforehand). If the join is granted the SSU must be prepared to receive Creation and Update PDUs to represent the terrain. On receipt of an Initialisation Complete PDU, the SSU may allow clients to join the system.
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Figure 7: SSU Initialisation process

Terrain Generation Unit (TGU)

The Terrain Generation Unit is responsible for creating the terrain entities that are to be used in the simulation. There will be only one TGU in the system. The TGU operates at the middle tier of the system, and has responsibilities as follows:

1.9.2.6 Initialisation process

At start-up, the TGU must connect to the MSU in the same manner as an SSU. The TGU will be the first unit to be allowed to create objects on completion of MSU initialisation. On receipt of the Initialisation Complete PDU from the MSU, the TGU must create all the terrain objects with Creation PDUs. Once the creation phase is complete, the TGU will send an Initialisation Complete PDU to the MSU. After this, the TGU moves to its normal operating mode, where it will administer the allocation of game spaces to clients.

1.9.2.7 Game-space administration

The TGU is responsible for tracking and allocating game-spaces. The TGU must respond to a request for a volume of a certain size, with a message defining the location of an appropriate portion of the world not already allocated. If such a space cannot be allocated, some null information should be returned.
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Figure 8: TGU Initialisation process

Game client

The Game client is the part of the system that creates and operates on entities. It has responsibilities as follows:

1.9.2.8 Joining simulations

The client must register a desire to join the simulation by sending a Join Request PDU to the SSU. If granted, the simulation will process Creation/Update/Destruction PDUs until receiving an Initialisation Complete PDU. After receipt of this PDU, the simulation may begin its operation.

1.9.2.9 Timekeeping

The client must keep the time synchronised with the MSU. If a Time Synchronisation PDU arrives, the client must process it before any other outstanding PDUs. It is assumed the client will have a real-time clock, which can report the time with a reasonable degree of accuracy (less than 10-3 of a second).

1.9.2.10 Holding of simulation data

The client must hold a copy of the simulation world it is interested in. This should be updated on receipt of entity creation/destruction/update PDUs. The entities in this copy of the world should include entities that the client owns. The client is responsible for keeping the external representation of entities it owns up to date. All modifications to the world state must be represented in the form of a sequence of PDUs broadcast to other simulation clients.

Entities local to a simulation should be described in the form of a set of vertices, a set of polygons, a set of bounding spheres, a mass and how much heat the entity generates.

1.9.2.11 Collisions

The client’s only responsibility regarding collisions is to detect collisions between local and foreign entities. To allow simple calculation of collisions, each entity may have associated with it a set of bounding spheres. If a point belonging to an entity lies inside one or more of these bounding spheres, then a collision has occurred.

1.9.2.12 Entity identification
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Figure 9: Entity identifier field

To facilitate simple routing and identification of entities, each entity will have a unique identifier. This will be made up of three parts, the identifier for the SSU to which the client is connected, the identifier for the client which owns the entity, and an identifier unique to the entity within the client. These identifiers are allocated to units on joining the simulation. When a SSU joins the simulation, the MSU allocates it an unused identifier, and this is contained in the Join Granted PDU. Similarly, a client joining the simulation receives an unused identifier, along with the identifier of the SSU it is joining, in the Join Granted PDU.

Combined these make a 32-bit identifier unique to each entity. The length of each of these fields puts practical limits on the scale of the simulation: a maximum of 255 simulation servers, each with 255 clients, each capable of owning 65535 entities. By convention, we reserve the identifier 0 for the TGU. Thus, terrain entities will have addresses in the range 1 – 65535. Deconstructing the identifier into its component fields permits the use of simple routing techniques.
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Figure 10: Game client initialisation process

1.10 Communications systems

Since our model assumes the client/server topology described above, we can relax the requirement for a multicast facility from the underlying network. The server units (SSU & MSU) provide the capability to broadcast PDUs to all the units they are connected to, and thus providing full coverage of the system. The only requirements we make of the communications -system are as follows:

· A unit must be able to open a logical connection between itself and other units in the system. Once this connection is established, it should be possible to transmit a packet along it with a single function call.

· It should be possible to establish connections in the system by specifying simply a machine address and port number (as specified in the TCP/UDP suite of Internet protocols).

· Connections should be capable of providing a mixture of reliable and best-effort delivery systems. The class of delivery required will be specified for individual packets, on queuing for transmission.

· On reception, it should be possible to detect and discard corrupt packets before they are delivered to the receiving unit. 

1.11 Data messages

Information to be shared in this protocol is grouped into Protocol Data Units (PDUs). PDUs fall into the following categories:

· World State PDUs

· Interaction PDUs

· Simulation Management PDUs

The exact format of these PDUs is specified in Appendix C, but a brief description of the PDUs and their purpose follows.

1.11.1 World State PDUs

World State PDUs are those messages which describe the entities in the simulation – their appearance, location, time of creation, and so on. An entity’s existence can be defined in terms of a sequence of PDUs.

Creation PDU: This PDU describes the 3D object used to visualise the entity. Along with this are parameters defining the entity’s location, orientation and kinematics. On receipt, a client must add this entity to their simulation world.

The description of the entity contained in the Creation PDU contains several elements:

1) Vertex List: This is a list of all the vertices which are used to define the object. Each vertex is represented by a location vector, representing distance from the entity’s local origin – the location of the entity.

2) Face List: This is a list of all the polygons which make up the model. Polygons are represented by a list of vertex indices. For example, the polygon formed by connecting the first three vertices would be represented by the list {0, 1, 2}.

3) Material Properties: This record describes the appearance of the polygons used to display the entity. The properties are assumed the same for all polygons in the model. The description consists of three properties:

a. Ambient Colour: The amount of red, green and blue ambient light the polygons reflect. Ambient light is the background light level in the scene – it has no particular source.

b. Diffuse Colour: The amount of red, green and blue diffuse light the polygons reflect. Diffuse light is generated at a point source, and the amount of light reflecting from a polygon to the viewer is calculated using the angle the polygon makes with the light source.

c. Specular Colour: The amount of red, green and blue specular light the polygons reflect. Specular light defines the highlights on an objects surface, like the reflections on a shiny sphere.

4) Bounding Sphere: This is the set of spheres which describe bounding information associated with the model. As described above, the bounding spheres can be assumed to contain the entire model.

5) Mass: This is the physical weight of the entity – in kilograms. This information is used when calculating the effects of collisions and explosions.

6) Heat parameter: How much heat the entity generates.

Update PDU: This PDU contains updated information about the objects location, orientation and kinematics. The description of the entity is not included, making the Update PDU much smaller than the Creation PDU. Typically, multiple Update PDUs will be issued during an entity’s existence.

Destruction PDU: When the entity is to be destroyed, a Destruction PDU is issued. On receipt, a client must remove the entity from its simulation world.

Both Creation and Destruction PDUs must be transmitted reliably, but Update PDUs may be lost without largely affecting simulation accuracy. Update PDUs are required to be transmitted if an entity’s true state differs from other simulations’ idea of its state, or if a set time has elapsed since the last issuance. The reason for issuing Updates regularly, even if their state has not changed, is that any previous Update PDUs may have been lost in transmission. Regular transmission means that eventually an Update will arrive. The time between transmissions may be tied to how active an entity is in the game world – the less an entity changes state, the more likely that the last Update that was received contains the same state.

All World State PDUs contain a time field recording from what time their contents are valid. This allows receiving simulations to model the entities accurately, even if there is a delay between transmission and reception. It is stipulated that units will not issue PDUs in advance of the time they are to be applied. Thus, a receiving simulation may assume that the contents of all PDU refer to events at some time in the past.

 Also in this category are the Appearance Change PDU and the Fire PDU. The Appearance Change PDU is the converse of the Update PDU – it records a change in the description of an already existing entity without any update of its parameters.

The Fire PDU exists to provide support for the class of objects with an extremely short life span, but which are created at short regular intervals – for example bullets from a machine gun. The time overhead involved in sending the description of an entity many times quickly may actually exceed its life span, meaning the entity is destroyed as soon as it is created. The Fire PDU describes an entity, and defines time parameters for when and how often the entity should be created. Hence, the description is sent once, and the receiving simulation is responsible for creating the objects at the correct time, as if a Creation PDU had been received. Fire PDUs assume a contiguous block of identifiers at the owning simulation, so that each time the entity is created, its identifier increases by one. Only the initial identifier need be specified. Entities created with a single Fire PDU must be modelled individually, and further Update PDUs may refer to any single entity. Most importantly, each entity must be destroyed with its own Destruction PDU.

1.11.2 Interaction PDUs

This class of PDUs describe events where two entities interact. It contains both Collision and Explosion PDUs.

Collision PDUs are sent when one simulation detects a collision between a local entity and a foreign entity. They contain the time and location of the collision event, and the entities involved. Once a collision is detected, the simulation sends a Collision PDU to the simulation which owns the colliding entity, then models the effects of the collision on the local entity using mass and velocity parameters. After a collision, an Update PDU is typically issued to reflect the local entity’s new state. If a simulation receives a Collision PDU for a collision it has not yet detected it will model the collision as if it had been detected – using the time and location plus the parameters of the colliding object – including sending a Collision PDU back to the other simulation. Once both simulations have received a Collision PDU referring to the same collision the event is deemed to be over – both simulations have modelled the collision and may move on. This wait provides a small time between the collision being modelled and the entity colliding again, providing enough time for an Update PDU to arrive giving the colliding entity’s new location. Otherwise, the entity might register several collisions before the update is received, causing a flood of Collision PDUs to be sent.

Explosion PDUs refer to explosion events – defined at a specific location and time with an intensity parameter. An explosion may be modelled by causing virtual collisions with entities affected by it. Such a virtual collision will have a momentum vector related to distance from and direction to the explosion point.

1.11.3 Simulation Management PDUs

These PDUs consist of PDUs passed between clients, SSUs and the MSU during the various initialisation phases. They are – Initialisation Complete, Game Space, Join Request, Join Granted, and Join Denied.

Join Requests are simply messages from a simulation unit specifying what type of unit they are, and the address/port they wish to use to communicate with the target unit. Depending on the state of the system this request may be granted or denied.

Join Granted PDUs contain the current simulation time, along with the address/port to use for further communication. On receipt of a Join Granted PDU, a unit may be considered part of the simulation and must be prepared to accept further PDUs to initialise itself. The end of this initialisation stage is notified with the Initialisation Complete PDU. At this point, a unit may proceed with its normal operation. The Initialisation Complete PDU is also used by the TGU to signify completion of the terrain generation phase.

The Game Space PDU is used in communication between clients and the TGU. When routed towards the TGU, it represents a client requesting a volume of the game world of a specific size. When returning to the client, it contains the actual volume coordinates of the game world now allocated to that client.

Sample Games

To demonstrate the functionality of the protocol, two sample games were implemented – a simple tank simulator and a Tetris-style puzzle game.

1.12 Tanks

Tanks is a simple tank simulator, in the style of Spectre for the Apple Macintosh. The player controls a tank capable of moving around on a 2D plane, and firing a cannon at other objects.  The tank is capable of rotation and forward and backward motion. The cannon fires a series of shells over a set distance from the front of the tank. The tank can sustain damage through collisions with other objects or receiving gunfire. Too much damage will result in the tank being destroyed and the game ending.

 Tanks demonstrates all of the functionality provided by the protocol, apart from interactions through heat-generation. The location of the tank is dead reckoned using its velocity and acceleration parameters. Modifying the tank’s acceleration vector provides forward and backward motion; left/right rotation is achieved by modifying the rotation parameters.

The tank itself is a reasonably complex model, with a set of carefully chosen bounding spheres. The tank is capable of colliding with other objects. Firing of shells is controlled using Fire PDUs. On collision with another entity, a shell is destroyed and an explosion generated at the collision location.

1.13 Blocks

The player has control over placement of Tetris style blocks onto a nominal 2D grid. In the simulation world, the blocks are dropped onto a 2D plane from a set height in 3D space. Blocks have a damage level, increased by collisions with them. The blocks can be destroyed by excessive damage.

Blocks demonstrates a simpler subset of the protocol – entity creation, destruction and collisions.

NB: Due to time constraints, Blocks was not actually implemented. A summary of the work required to implement Blocks is included in Appendix B. Instead, interaction between multiple Tanks clients is used to demonstrate the protocol.

1.14 Terrain

Both games operate over a 2D plane representing the ground. The plane is located at y=0. Whereas Blocks requests a volume containing this plane and only operates within that volume, Tanks only uses the requested space to create the tank. The tank then has freedom of the arena, including the areas being used for Blocks games.

1.15 Interaction

The means of interaction between games – not interaction local to one game – is through collisions and explosions. Both games register collisions and use them to update damage levels of entities in the game. It should be noted however, that the blocks in the Blocks game will only rebound from a collision in the up/down direction; movement in the x or z direction might place a block in an in-between location on the notional grid – preventing completion of the game. If a block is falling to the ground plane and a tank/shell is underneath, it will collide and rise back into the air again, damaging both entities. This may repeat until one or both of the entities involved are destroyed, possibly allowing the block to finally fall to the ground. The tanks in the simulation may affect the simulation by firing shells at the Blocks, or by driving onto the Blocks grid and smashing the blocks. From this, both games can interact with each other.

Implementation

The actual implementation of this system was undertaken on multiple Windows 98/NT machines with access to an IP-based network. This was justified by the provision of the Windows Socket libraries for easy UDP/IP communication, and the availability of Microsoft Visual Studio to coordinate development of the four different units at once. All applications were written in C++, and the Microsoft Foundation Class libraries were used to build the user interface and application structure.

The nature of the WinSock libraries allowed most testing to take place on one machine, as communication between ports/processes on remote machines is no different to communication between ports/processes on the same machine. Stress and integration testing took place on a network of two or three machines; one used as the host and the others running game clients.

1.16 Communications layer

Early on, the decision was made to separate the implementation into two layers – the communications layer responsible for providing the network facilities specified in the Protocol chapter, and the simulation layer responsible for running the simulation system. Communication between these two layers was restricted to sending/receiving of PDUs to the lower layer, and notifications of communications events (arrival of PDUs, connection death, and so on) to the upper layer.

With the requirements of the communications layer, it was decided the most efficient implementation would be to use UDP/IP [8] sockets, and build on top a specialist system for ensuring reliable transmission of PDUs. The reason for this concerns the methods TCP/IP uses in giving reliable transmission [9]. The guarantee that all data will arrive precludes the demonstration of how the system deals with loss of packets. Also, assumptions in TCP/IP mean that after a packet is lost, the latency of packets transmitted after is increased. The assumption is made that packets are lost in batches, and it is undesirable to send packets which are likely to be lost. Thus, the number of packets allowed to be sent after a packet is detected lost is halved, resulting in a longer wait before transmission on a busy connection. This conflicts with our requirement to minimise latency. For this system, we decided to reuse a previous practical exercise – a partial implementation of Service Specific Connection Oriented Protocol (SSCOP) – and adapt the implementation to this system. This protocol provides sequenced reliable transmission over a network link, and provides handshaking for establishing connections.

The SSCOP protocol specifies data to be grouped into packets identifiable by sequence number. In this system, PDUs requiring reliable transport are assigned a sequence number; all other PDUs are assigned the value 0. At the receiving end, PDUs with the value 0 are passed straight to the upper layer. Sequenced PDUs arriving out of order signify packet loss, and force retransmission of the lost PDUs. When PDUs are lost, the received PDUs are buffered until they can be delivered in order. NB: As an efficiency measure, multiple PDUs may be packaged in one IP packet – loss of a mix of reliable/unreliable PDUs only causes retransmission of the PDUs required to be reliable. The implementation used however means that large PDUs must be contained in only one IP packet. The code to generate the packet checks the size of the current packet against a maximum size, and therefore any PDU larger than this maximum size can never be transmitted and causes an infinite loop. Care must be taken therefore to construct the models used so that the Creation PDU – the largest in the system – is not too large.

The sequencing constraint imposed by SSCOP is still stronger than required for our protocol. It was thought that over the local networks used to demonstrate this project, the amount of packet loss would be small enough that the added latency caused by this constraint would be insignificant. Indeed, the packet loss during testing was consistently less than 0.5%.

The AsyncSocket class provided by WinSock, which provides facilities for sending/receiving IP messages and resolving IP addresses, was used as the basis for a PDUSocket class that implemented this protocol. Interfaces to the upper layer were restricted to three functions – SendPDU, RecvPDU, and OpenConnection.

SendPDU and RecvPDU manipulate the queue of PDUs to be transmitted/received from the socket. On receipt of an IP packet, internal callbacks are used to begin the deconstruction of the packet into component PDUs, which are then placed in the received queue. A notification is then sent to the upper layer, which may then call RecvPDU to extract the PDUs from the queue. Similarly, calls to SendPDU place a PDU in the send queue, which initiates construction and transmission of a packet. In the event of congestion at the transmitter, the PDUs are buffered until the transmitter is free.

The PDUSocket class encapsulates the functionality for opening a connection with a remote unit with a Join Request PDU. The OpenConnection function is used to initiate this process. On receipt of a Join Granted PDU, the socket is reconfigured to connect to the remote address/port specified in the PDU, before notifying the upper layer that a connection has been established. The Join Granted PDU is placed in the receive queue as normal so it can be processed by the upper layer. Conversely, a PDUSocket can be created as a receiving socket for an incoming connection – on receipt of the standard SSCOP handshake messages to initiate connections, the socket is bound to the connecting host/port and the upper layer is notified that a connection has been made.

The polling system required to make SSCOP function is used to test whether a connection/remote unit has ceased to function. Timeouts (low-level timers provided by the operating system, initiating call-back procedures to notify the program a timer has elapsed) are used to establish whether another poll message needs to be sent. Going longer than 10 seconds – many times the projected round trip delay - without a response to any messages indicates connection death. This is signalled to the upper layer and the connection shutdown so that no further communication is possible through the socket.

The decision was made not to implement integrity checks on the packets as required in the protocol, as the likelihood of corruption on the local area network used to demonstrate the system is very small. To extend the implementation to do this, an extra field would have to be added to the header of the packet containing a CRC-32 value, calculated over the whole packet using standard methods.

1.17 Time synchronisation

The clock on the machine running the Main Server unit is assumed the accurate clock in the system. Periodically the MSU issues Time Synchronisation PDUs to synchronise other units. These have four fields – t0, t1, t2 and t3. Initially, the local time is placed in t0 and the PDU is sent to the subsidiary unit. On receipt, the other unit places the local time when the PDU was received in t1, and the time went it was returned to the MSU in t2 – in practice these are assumed to be the same, as the exact time the communications layer will transmit the PDU is invisible to the upper layer. On returning to the MSU, the local time is placed in t3. Once all four values are in place, two results can be calculated:

1) Round trip time (the communications latency between the MSU and subsidiary unit): 
RTT = t3 – t0

2) t1', which is the MSU's clock when the subsidiary clock is t1: t1' = (t0 + RTT/2)

3)  Clock offset (estimate of the inaccuracy of the subsidiary clock compared to the MSU’s clock): OFFSET = t1' – t1

The Time Synchronisation PDU is then sent to the subsidiary unit, which then uses these calculations to update their local clock. A smoothing function is applied so there is not a large jump in the simulation time.

This method is a modified version of the method used in the Network Time Protocol. The same method is used to synchronise clients with Simulation Servers. However, it should be noted that to minimise inaccuracies Time Synchronisation PDUs must be dealt with as soon as possible. To achieve this, all communications buffers are priority based so that the Time Synchronisation PDUs are always first to be transmitted and received.

1.18 Main server unit

The main server unit has three main functions – to control the registration of servers during start-up, to control the terrain initialisation phase, and its normal operation – to route and broadcast PDUs between server units.

The registration of servers is achieved by opening a PDUSocket on port 5001 – the port must be predefined for simulation servers to have something to connect to. Simulation servers and the TGU send Join Request PDUs to this socket. On receipt of a Join Request, the MSU adds the server to the list of current servers, opens a PDUSocket on the local machine, and sends a Join Granted PDU back to the originating server with the address to connect to.

Once at least one server and exactly one TGU have registered, the user is given a button to complete initialisation. This begins the initialisation phase as described in the Protocol chapter. While in this phase, the MSU should broadcast any PDUs it receives to all servers in the list.

The normal routing phase involves waiting for notification of incoming PDUs on all sockets. Once received, the MSU extracts the PDUs in the receiving queue one by one, examines them to determine the appropriate routing, then copies and sends them on the other sockets appropriately.

On notification of connection death to one of the servers, the MSU will halt, as the simulation will likely no longer function properly.

1.19 Simulation Server Unit

The implementation of the Simulation Server Unit is similar to the MSU, using the same method of a published port for accepting Join Requests. The routing process is the same – incoming PDUs are analysed and routed/broadcast to other connected units.

On start-up, the SSU attempts to join the simulation by contacting the MSU. After connection, the SSU will eventually begin to receive the simulation world’s terrain. The state of the entities which make up the world is stored in a special list of PDUs. For every entity, the Creation PDU which created it is stored. Further updates to the entity are used to update the information contained in the Creation PDU, and it is removed from the list on receipt of a Destruction PDU.

Once an Initialisation Complete PDU is received, the SSU moves to its normal operating mode. The PDUSocket for listening for joins is opened, and clients may now register with the SSU. On receipt of a Join Request, the SSU opens a PDUSocket for the client, and sends a Join Granted identifying that socket. At this point, the world state is transferred to the client by sending all Creation PDUs in the list to the client. NB: During this phase, PDUs may arrive from external sources – these shall be routed to the client as normal while initialisation will occur, ensuring an accurate world state. On completion, an Initialisation Complete PDU is sent.

On notification of connection death to a client, the SSU should take this to mean the client has terminated. All entities owned by that client are removed from the world, and Destruction PDUs broadcast to notify the remaining clients of this.

1.20 Terrain Generation Unit

The Terrain Generation Unit is the simplest unit in the system. On start-up, it attempts to join the simulation by connecting to the MSU. On receipt of an Initialisation Complete PDU it begins constructing the terrain entities. These consist of a set of lines laid out in a grid fashion for a set distance for the origin. Creation PDUs are generated for each entity and sent to the MSU.

The game space allocation system operates on receipt of a Game Space PDU. It applies simple rectangle placement on a 2D plane to locate the requested volume as close to the requested space as possible. A list of previously allocated game spaces is kept to establish conflicts. A further Game Space PDU is sent back to the client, via the MSU, with the result.

1.21 Tanks Client

The Tanks client (referred to hereafter as the client) is responsible for the bulk of the simulation processing in the system. The world is displayed using an OpenGL window and a sequence of rendering commands. The core of the implementation is the rendering loop, powered by a high precision multimedia timer, which calls the window refresh routine every 100 milliseconds.

The client connects to the SSU as described above, and once connected and initialised requests a game space large enough to hold the tank it will be creating. On receipt of its space allocation, the simulation may create the tank entity and allow the player to begin moving. Input from the keyboard is processed by the client and converted into changes in the acceleration/rotation vector of the tank, or the firing of shells.

Entities in the system may be either local (owned by the client) or ‘ghosts’. This term is used since although the system can see the entities, it cannot control them in any way. Ghosts are created from messages from other clients arriving from the SSU, and are updated and destroyed in the same way. Local objects are created by loading a model description from a file, and are subsequently relayed to the SSU in a Creation PDU.

During the window refresh routine, each entity is rendered by transforming it into the appropriate position using the location and orientation coordinates, then each polygon that makes up the model is rendered. The world is then transformed according to the camera position – which is centred on the player’s tank – and mapped to the screen.

After the rendering has taken place, each entity is processed using the dead reckoning system to position it according to the current time. Local entities also have extra processing to achieve realistic motion of the tank (friction causing the tank to roll to a stop, realistic cornering). During this step, each entity is checked to see if it collides with another entity – if so a collision event is started and the appropriate PDUs sent. If the collision is between two local entities then no PDU needs to be sent to the SSU. Once the processing has completed, all local entities are checked to see if an Update PDU needs to be sent or if they are to be destroyed and a Destruction PDU should be sent.

The method for introducing entities as described in Fire PDUs such as the cannon fire is common to local and ghost entities. A list is maintained of entities to be introduced, as well as how many and how often they are to be introduced. This is checked at the end of the processing stage of the refresh loop. If an entity is due to be introduced, the entity data is copied and introduced into the game world. If this was the last entity to be introduced, the record and base copy of the entity is destroyed.

By the nature of the callback system used to drive the communications layer, a PDU may arrive from the SSU at any point during the window refresh routine. To protect against conflicts of access, a set of semaphores are used to prevent more than one routine accessing the entity list at any one time. This is the only time the two threads may conflict, so processing of external PDUs occurs when the client is not in the process of rendering a frame. Interleaving the two threads like this may cause problems when the time taken to redraw the frame is greater than the refresh time. It is hoped that the thread scheduling provided by the processor will provide fair scheduling so that neither task is starved of processor time.

1.22 Testing

The communications layer was tested on a separate test-bed from the rest of the units, between two machines on the LAN, with up to fifteen per cent simulated packet loss and at rates up to thirty PDUs per second.

The actual simulation units were tested at several stages of development, each adding a little extra functionality of the protocol. At the initial stage, the Tanks client consisted of a simple OpenGL window which rendered a wire sphere while performing simulation tasks in the background. The development stages were:

1) Connection: All units can connect to each other using Join Requests, and react properly on termination of a unit

2) Initialisation: The proper initialisation procedures are run through

3) Time Synchronisation: All units react to time synchronisation messages properly

4) Routing: Coding of the broadcast/routing rules in the MSU and SSUs

5) Terrain Generation + Game Space Allocation: The TGU creates the appropriate entities and broadcasts Creation PDUs, and responds to game space requests

6) Entity display: The Tanks clients display ghost entities, i.e. the terrain entities

7) Local entities: Tanks clients can load and display tank entities, but not relay them to other units. Movement of tank around the terrain, and dead reckoning systems

8) Updates to other units: Clients can relay Creation PDUs, and Update PDUs to the SSU

9) Updates from other units: Clients update ghosts properly

10) World state records: SSU tracks and maintains entities in the world, including initialising new clients with the correct world and destroying entities from dead clients

11) Collisions: Clients record bounding spheres and calculate collisions during processing

12) Collision communication: Clients send Collision PDUs to other clients and react to received collisions they had not detected

13) Gunfire: Clients generate gunfire through use of Fire PDUs

14) Explosions: Clients generate explosions on death of shells, and model received Explosion PDUs

Until stage 10, the system was not stable – i.e. the servers had to be restarted on client death. After this stage, the server systems are robust between client failures, greatly increasing ease of testing.

Future development

This project is, at best, preliminary work on an extremely complex subject. Many different areas need to be explored to make this idea practical. Here are discussed some of the issues that must be addressed.

1.23 Inadequacies of simple protocol

1.23.1 Graphics engine capabilities

During the initial research, it was inferred that most 3D game engines operated on the same principles. On consultation with industry developers, it was made clear that naïve rendering of complete models and entities is the exception rather than the rule. In the quest for performance and visual quality, graphics engines are highly optimised to use techniques such as volume clipping and implicit surfaces to generate/render models and environments. To be functional enough to deal with modern game engines, the entity description techniques in the protocol would have to be much more advanced. If so, then all games wishing to participate in the system would have to be capable of all possible rendering techniques. This would place a much greater burden on developers to provide advanced rendering engines far beyond the needs of their game. However, use of common game engines such as Unreal and Quake may provide a way to achieve this goal simply.

By limiting the game engines to the naïve modelling technique used here, games conforming to the protocol would essentially be taking a technological step back by five or six years. Significant improvements however are possible within the boundaries of this system.

Provision for texture mapping could be added quite simply, by extending the Creation PDU field to contain texture map information. In addition, the support for animation of models is desirable. This could be achieved by specifying a set of ‘frames’ – the model at certain stages in its life. Animation sequences could be specified by a list of frame indexes. The animation rate could be tied to the velocity or the other parameters of the entity, or the animation triggered by external messages. 

Particle systems could be defined in a standard format, including the algorithms and parameters used to define them.

More significantly, support for variable resolution of entities would greatly improve efficiency of bandwidth use. This would involve each entity having several resolutions of detail. The lowest resolution model would much fewer polygons/vertices than the highest resolution; it would be used for distant entities where the detail would be too small to see anyway. The highest resolution would be used for nearby entities. Clients would be able to request exactly the resolution of model they required, depending on the available bandwidth and desired detail. Pre-fetching algorithms could be used to request entities from the server in advance, hiding the latency required to transfer complex models over a slow connection.

Providing support for sound in the protocol is another essential advance. Extending the Creation PDU to include a set of possible sounds the entity may make would provide this. Further activation of these sounds could be achieved through trigger PDUs or by associating the sounds with events in the entity’s life (collisions, explosions and so on).

1.23.2 Enhancements to data model

The simulation system used here may be considered a large shared database of entities. Each entity represents an entry in the table. Extensions to the protocol could allow units in the system to query each other’s tables. This would negate the need for all servers to store the entire simulation world, as desired data could be fetched from the respective owners on demand.

This model would also allow enhancement of the model used to create entities. If during initialisation the models to be used in a game are fetched, further creation messages need only identify the model to be used. This provides a great saving in bandwidth. Common texture maps and sound data could also be cached and indexed in later communication.

With such functions in place, the next logical step would be to extend this to non-world data. That is, allow storage and querying of data not required to display entities. For example, storage of extra information associated with entities – tank identification numbers, name of the pilot, and so on.

Another possible use would be to provide a common banking system – a database with entries for each player in the system. Any games which allow the player to earn money, perhaps from trading in Elite, or earning a wage driving a tank for the military, would use the banking system to store the money. This would allow the player to earn money in one game, to finance operations in another. Such databases would require common consensus as to their operation and functionality, very much like the consensus over terrain systems.

1.24 Intelligent server/client topology

In scaling the system to larger and more complex gaming systems, the load on the system will become increasingly apparent. The latency between SSUs and MSU will become more of a factor. With increasing numbers of entities interacting, this load will most likely be spread across all server units. If we assume we have implemented selective filtering of traffic at the server level, it would be possible to localise interaction traffic using spatial locality. By this, we mean organising clients so that the other entities they will be interacting with – those close by in the world – are connected to the same simulation server. Routing of the interaction PDUs are kept local to that server, eliminating the extra two trips if the clients were connected to different SSUs. By allowing dynamic reconnection of clients to different servers, and by using graph algorithms to ensure balanced tree topologies are maintained, the network traffic between servers is reduced, as well as the apparent latency between interacting clients. Users need not even be aware of the change in connection, as it could be handled by the lower layers of the system.

1.25 Network bandwidth/latency problems

The main advantage distributed military simulation systems have is their ability to rely on dedicated network segments to provide reliable, low-latency communication between hosts. Most issues raised by network latency can be sidestepped by providing a ‘best-effort’ approach and insisting that better networks be used. On-line gaming has no such recourse, and must try to deal with the massive latencies and congestion of the Internet.

This problem is highlighted by the problem of dealing with collisions in a high-latency network. Consider the following situation:

Gamer A has a dedicated network link to the simulation server, whereas Gamer B has a poor modem link, with latencies upward of 300 milliseconds. Both are playing the tank simulation. They are driving as show in the diagram below, on a collision course. A fraction of a second before the collision occurs, A performs a deft manoeuvre and reverses course. The Update PDU is issued immediately to inform the system of this.
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 Gamer B
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Figure 12: Collisions in a high latency environment

B detects the collision at 200ms and sends Collision and Update PDUs, and then receives the Update PDU from A

A receives the PDUs at 500ms – the dashed lines indicate the tanks before receipt of the PDUs

By 800ms the inconsistencies are resolved, A and B have the same view of the world.

Given the latency of B’s connection, the Update does not arrive until after B has detected the collision, issued the Collision PDU and modelled the results. The receipt of the Update PDU does not affect the fact that a collision has been flagged. Some 350 milliseconds after the original manoeuvre, A is now well away from the collision area, yet receives a Collision PDU as if the course reversal had never occurred. The protocol currently takes the safest approach possible – to insist that the collision did take place. However, this means A is penalised for B’s poor connection. 

A perhaps fairer approach is to use the centrally located server to arbitrate between them. This might involve a client detecting a collision, but not modelling it until it had sent notice to the server and received confirmation that the collision had occurred. However, this negotiation would take at least as long as the round-trip time between client and server, and there is a big problem as to what the client does in the meantime. Two hundred milliseconds after a collision an entity may have passed right through the colliding entity before confirmation of the collision returns.

Another possibility is to make the simulation server responsible for detecting collisions, but this moves the simulation away from being client-based, and might have effects on playability (if perhaps most collisions are local within clients).

However, these problems are not unique to our system, and are present in all on-line gaming. The ‘best-effort’ approach used here is the simplest solution to a problem with no clear solution. Given the generally increasing quality of the Internet, through services provided by recent advances in Internet protocols, and the ability to specify minimal latency for connections, it is hoped that this will be less of an issue in the future.
1.26 Terrain Generation Unit

Terrain generation presents a difficult problem, from the point of view of generalising games. Future development of the system would certainly have to include work on standard terrain sets. These terrains would have to be comprehensive enough, in terms of the variety of different types available to games, to provide an environment in which many games can operate. To do this would require in-depth research into what is required of game terrains, as well as ways of integrating them together into a complex world. Development of terrain systems would also have to examine methods for allocating game areas. It is conceivable that a system could be built which could identify terrain automatically, given only a description of the type of terrain required; E.g. 10x10 miles, flat planet terrain, or 10x10x10 miles, space volume.

Most likely the development of terrain systems will come from specialised game situations – generation of a terrain for two or three specific games designed to interact with each other. Such a system could then be slowly extended to cater for other possible games, and new games could be designed with that particular terrain system in mind. However it is developed, it is clear that designing even a partially generic terrain system would require a vast amount of work.

1.27 Controls on interaction

It is obvious that the possibilities of shared world simulations are many, even in limited systems. The limitations on the systems are not however imposed by the computing technology available, but by the conflicting requirements of different games. Such systems only have application where there are games which obviously lend themselves to integration. Although combination of most games is logically possible, it is not usually desirable. Given the wide range of possible game ideas, very few of them should actually be combined.

The development of games to work with the system is made increasingly difficult as more functionality is introduced into the system. Developers of games must look closely as to whether their game actually belongs in the system. If major compromises in game design must be made to accommodate the requirements of the simulation system, then it is possible the game is not suitable for interaction with the system. If the game is already designed to take account of collisions and explosions, then generalising that to allow interactions to come from external sources is no real jump. However, if this is not so, it may be that forcing the game to account for these interactions will fatally undermine the basic concepts of the game, and render it unplayable.

Take the example of the sample games designed to demonstrate the system. The point was raised during development, as to what would happen if a tank collided with a block, in such a way as it would move to a point halfway between cells on the grid. The simple set of rules in the puzzle game Blocks has no way of dealing with this. Assumptions were made to remove the problem, but this was indicative of the underlying problem – there were so many ways in which the world Blocks operates in could be disrupted, it did not belong in the same simulation.

Also raised during development were issues as to how ‘well-behaved’ simulations operating in the system would have to be. Because of the wide nature of possible interactions between games, there are also many extremely undesirable combinations. A seemingly innocuous operation initiated by one game may have disastrous consequences for another, causing fatal bugs to be exposed. For example, for an entity to explode and leave debris on the field would be normal practice for a tank simulation. However, if the debris landed in the creation area for another game, it might cause entities to be created in the middle of the debris and be unable to move. If the debris were not destroyed naturally as part of the first game, the other game would find it impossible to operate.

It is possible to argue that such possibilities are part of the nature of interactive gaming. If a player wanted a game free of interference from other players, they would not be participating in an on-line simulation. However, this liberal approach can easily go to far and discourage participation altogether. Close control is required to police this; game developers must be extra vigilant during design to spot possible holes in their assumptions. A ‘well-behaved’ simulation may be considered as one which does not operate in such a way as to adversely affect others, outside of the normal interactions allowed by the game. This is a very vague definition, however the problem itself is vague. Given no clear solution, it is left as a problem to the individual developers.

Also required is careful configuration of the actual simulations themselves. The administrators of a simulation must take care not to set up worlds in such a way as to promote unhealthy interaction, e.g. allowing a Grand Prix simulation to operate in the middle of a tank battlefield.

1.28 Security

One of the most essential points to consider in future work on this system is providing protection from malicious users. Given these systems will operate over the Internet, security is vital. Use of encryption and authentication systems to protect the unit-to-unit links is the obvious first step. However, this is not nearly enough. Clients must be authenticated as using valid software before being allowed to log on. This arises from the problem that anyone may write software to appear to be running a game client, when they are in fact are rogue programs, capable of manipulating the system maliciously. Since the protocol is by nature something which would have to be widely published to allow many different software companies to develop games capable of operating together, this danger is instantly apparent and must be dealt with.

1.29 Development

We have discussed here the possible avenues development of our simulation system could take. However, it must be considered who would be likely to actually take on the task of development. The games industry is unlikely to produce a generic simulation protocol capable of the level of interaction we have discussed here. Companies develop games because of the chance of the game making them a profit. Developing games that rely on other (rival) games companies’ products is undesirable.

Perhaps more likely, is to have one company develop several games using a protocol like the one we have described to join the games together. This approach has financial attractions to the company – users are likely to want to buy the entire set of games to get maximum playability from the system. In essence, each game acts as an advert for all the others.

Developing a system like this would most likely start with two games, using a protocol like ours to share information. As further games are developed for integration into the system, functionality can be added as required to the protocol – always with a view to further expansion of the system. Conflicts with earlier versions would be resolved with compromises to both the game and the protocol. Given vagueness in the requirements, the simplest solution possible can be implemented, given that it will be revised if need be later. Such an iterative approach is the only feasible approach to developing such a system, as the requirements of the system are closely tied to the games which will use it, and are initially unknown.

Ideally – as with all standards – the development of a generic simulation system would be put in the hands of an independent body, influenced by the games companies but developing an unbiased and generic system. Interest in multi-player on-line gaming is high – there are many private individuals interested in seeing such a system developed, and would be able to participate in such a body.

The real beneficiaries in virtual persistent world gaming are always the providers of the game systems. Providers can charge users subscription fees for use of their simulations. In return, they provide a permanent, well-configured system in which users can participate. These providers possibly have the greatest financial interest in seeing these systems come to fruition.

Conclusion

The work done on this project has made apparent the massive scale of the issues involved in virtual world simulation. These problems – trading synchronisation and simulation accuracy, describing interactions, and terrain description – often have conflicting solutions. The only technological limitation on this project – network quality – is a constantly diminishing barrier. In the near future, high-speed networks will make the concept of true real-time simulation within the reach of many game players. However, the goal of having a truly generic protocol for sharing worlds and defining interaction is unlikely ever to be reached. 

Our original goal to define such a protocol, while satisfying usability and scalability constraints, has been achieved as far as possible – given the scale of the problem. Our protocol implements a system which can be used as a basis for future development. The decisions made during the design stage – the choice of client/server topology and use of prediction algorithms – were made to ensure the scalability of the system. However, the latency properties of networks currently available for Internet gaming mean that our approach to collisions will perform poorly. For scaling to high-latency networks, a more robust approach to dealing with collisions is required, for the system to operate with anything close to satisfactory performance. Usability is a much harder attribute to measure; however, the protocol provides enough functionality so that many existing games might be adapted to the system. An example of such a use is given in Appendix A – the classic space game Elite. The fact that independently available games may be adapted to use the system may be considered affirmation of its functionality/usability.

The sample game written to exercise our protocol demonstrates a practical implementation of the systems we describe in this report. Although of limited complexity, Tanks demonstrates the operation of the simulation system almost completely. However, it does not stretch the protocol in any way – the game was written to the protocol. For this reason, this report has attempted to highlight areas where improvement is required.

The fact that only one game was implemented to demonstrate our system could be considered lacking in completeness. A system designed for linking different games together should obviously be demonstrated with more than one game. However, the implementation consistently adheres to the methods of the protocol to communicate world information. No cheats or game-specific methods were used. For other games to be integrated with Tanks, they need only implement the protocol. The time constraints imposed on this project forced the decision between implementing a shoddy implementation of both games, or a complete implementation of one.

The chapter on future development of the system deals with the work required to turn our basic protocol into a working on-line gaming system. A massive amount of work is required to extend the protocol into something that could interconnect anything other than simple, closely coupled games. However, the work required is plausible, if not well defined. It is obvious that the development of this project to a stage where integration of many complex games is possible will have a great impact on the on-line gaming arena. I personally look forward to that day with much anticipation.
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Appendix A: ‘Elite’ Implementation

Elite, a game published by David Braben and Ian Bell in the late ‘80s, can be considered a classic simulation game. The player has control over a space-ship which they fly around the universe trading, and shooting other ships as they go. The age of Elite means that the game-engine is very simple, to be able to run on the processors of the time. The graphics are simple and polygon based, the physics model is based solely on velocity vectors and rotation around one axis – there is not even anything as complex as acceleration times or gravity effects.

The actual graphical representation of the ship and space station models in Elite involves simple polygonal rendering. The models could easily be described in our protocol system. However, the system currently has no support for specifying colour of individual polygons in a model. This needs to be overcome as the models in Elite use individually coloured polygons. This could be achieved with a straightforward redefinition of the Creation PDU.

The universe used in Elite consists of a set of disjoint star-systems, each consisting of a sun, a planet, and an orbiting space station. The player ‘hyper-spaces’ between these systems and may travel around freely within each system. Each system is limited by a wrap-around effect; a player may fly in a straight line and will eventually return to their start point. To be adapted to our simulation method, these disjoint and enclosed systems would have to be replaced. We can imagine each star system existing concurrently, located a large distance apart in the simulation universe. Travel between systems would be possible by normal movement, but the distances involved should make this infeasible. In addition, the planets and stars are drawn in Elite by drawing a filled circle with size dependent on distance from the player’s ship – these would have to be replaced with polygonal approximations of spheres. The suns would also be heat-source entities, of significant intensity. These would be the only changes to the terrain model.

Generally, the player spends their time flying between space-stations in different systems. The player may dock with a space station by flying into a port on one side. Similarly, on leaving the player emerges from this same port. When inside the station, the player’s ship is removed from the game world. This may be achieved in our system by destroying the ship entity while docked, and recreating it at the port when the player leaves the station. The operations performed while docked would be internal to the player’s client.

Hyperspace travel could be simulated by issuing an Update PDU that simply re-locates the ship to another system, with no pretence of physical movement – just an immediate, drastic, change in location vector. Visual effects during hyperspace could be shown to the player, while not actually existing in the simulation world.

Elite uses the concept of lasers as a primary means of interaction with other ships in the game. Our protocol does not define this explicitly; therefore, we must provide an approximation of laser effects. A laser shot may be represented as a pair of short-lived entities – one to provide the visual trace of the laser beam, the other an intense heat-source at the target end of the beam. Ships would model heat effects as causing damage to their hull/shields. Other interactions possible in Elite – collisions and missiles, fall more neatly into interaction categories discussed above in the definition of the protocol. Missile firing would be similar to the method used in the Tanks implementation for gun-fire.

More complex implementation issues arise from the transition from a single-player game to a multi-player game. As processor usage was a premium, the other ships the player interacts with in Elite are generated as the ship moves through the system. That is, outside of a certain radius from the player’s ship, no other ships exist. As the player moves away, the ships cease to exist. In a multi-player environment, this is not a satisfactory approach, for obvious reasons. To overcome this, we dictate that all creation/destruction of objects should follow the conceptual rules of the game-world, and be player-independent. That is, ships are only created or destroyed in space stations. Each game client in the system could be responsible for modelling a certain number of artificially controlled ships, thus sharing load for populating the game universe between all clients.

There would be no need for game space allocation in this system, as model creation and destruction would always take place in the space stations. However, some communication between clients about use of the space station would be required (essentially a virtual flight traffic control system). Such communication does not fall under the jurisdiction of our protocol, and would have to be defined separately. For this communication to take place, a shared database system such as the one described in section 7.1.2 would need to be in place.

Appendix B: ‘Blocks’ Implementation

Since the implementation of both sample games must include the sub-systems for allowing interaction between the client and the simulation server, the extra work required to implement Blocks is minimal.

Given the same application structure – a window capable of OpenGL rendering, being refreshed every 100 milliseconds – the implementation of Blocks differs only in the method used to control placement of blocks. It was decided that to implement this, a child window would be created, with a grid of squares drawn in it. The player would be able to click on an area of this window, and the mouse click would be resolved into a cell address. The current block to be placed could be represented as a 3 by 3 array of the cells it would cover. The following diagram shows a block and its corresponding array.

Blocks would be placed with their upper left corner on the cell the user selected. Simple bounds checking could be used to ensure that the block does not extend off the game grid. The grid itself could be stored as a 15 by 15 array of integer pairs, with the first integer representing the block type covering that cell, and the second representing the damage to the block. The blocks available are shown below.

After placement, a new block is randomly selected from the possibilities and the user is asked to place it. On selecting a cell to place the block, the player would click again to confirm placement. The grid array is updated with the blockAt this point, the game would generate a local object (using the same local and ghost entity system as Tanks) from a model of the block stored in a file, and issue a Creation PDU for the block. The kinematic parameters of the block are fixed on placement. The location of the block is calculated by adding the location of the selected cell to the upper left coordinate of the game-space, with a y coordinate of 10.0. The initial acceleration vector is (0, -10.0, 0) to let the block fall to the ground.

The block is allowed to fall until it is detected that its y coordinate is less than or equal to zero (it has reached the ground). At this point, an Update is issued to place the block stationary on the ground. If the block collides with a ghost on the way down (using the same collision detection as Tanks), the velocity vector is modified so that the y component is negated. This will give the block upward velocity, but acceleration will cause it to gradually slow and fall back to earth. Like Tanks, a Collision PDU should be issued, followed by an Update PDU containing the modified velocity. At this point, the damage levels contained in the grid array are updated to reflect the collision. If the collision results in a damage level exceeding 100, the block is destroyed. This is achieved by issuing a Destruction PDU, and by changing the grid array to contain {0,0} – the value representing empty space – where the damage level is greater than 100. A collision with a block already stationary on the ground will result in damage to the blocks, but no change in velocity vector.

Explosion PDUs should be modelled by calculating damage for all blocks currently created in the system – there will be no change in velocity for any blocks in the game.

The game will terminate when there is no possible place the current block could be placed on the grid.

This implementation uses the same system of lists of entities for rendering, as well as the same code for extrapolation of position given dead reckoning algorithms. The only implementation difference lies in the rules for deciding what to do given notice of a collision or explosion, and the interface code for gathering user input.

Appendix C: Protocol Data Unit Specification
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